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scikit-learn/scikit-learn Issue #s

Problem Statement
HGBC with categorical_crossentropy falils silently on binary classification

import numpy as np
from sklearn.experimental import enable_hist_gradient_boosting
from sklearn.ensemble i1mport HistGradientBoostingClassifier

X = [[13 ®:|, [1, ®:|: [1) ®:|, [Q, 1], [13 1]]

Y = [1, 1: 1: Q) 1]

gb = HistGradientBoostingClassifier(loss="categorical_crossentropy’,
min_samples_leaf=1)

gb.f1t(X, y)

print(gb.predict([[1, 0]]))

print(gb.predict([[0, 1]]1))

gives:

(0]
(0]

And binary_crossentropy works fine. categorical_crossentropy
should either generalize or raise an error on binary classification.

Ping @NicolasHug @ogrisel

Test

Patch

sklearn/ensemble/_hist_gradient_boosting/tests/test_gradient_boosting.py

418 assert stump_clf.f1t(X, y_isnan).score(X, y_1ishan) ==
419
420 + def test_crossentropy_binary_problem():
421 + # categorical_crossentropy should only be used 1f there
4272 + # are more than two classes present. PR #148069
423 + X = [[1], [@]]
424 + vy = [0, 1]
425 + gbrt = HistGradientBoostingClassifier(loss="categorical_crossentropy')
426 + with pytest.raises(ValueError, match=""crossentropy' not suitable"):
427 + gbrt.f1t(X, y)
428
429 @pytest.mark.parametrize("scoring"”, [None, 'loss'])
Gold Patch

sklearn/fensemble/_hist_gradient_boosting/gradient_boosting.py

1041
1042
1043
1044
1045
1046
1047
1048
1049
10560

def _get_loss(self):
1T (self.loss == 'categorical_crossentropy' and
self.n_trees_per_iteration_ == 1):
raise Valuekrror("'categorical_crossentropy' 1s not suitable for

"a binary classification problem. Please use
"Tauto' or 'binary_crossentropy' instead.")

+ + + + + +

1f self.loss == 'auto':
1t self.n_trees_per_iteration_ == 1:
return _LOSSES[ 'binary_crossentropy']1()



